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About Me 

•  Based in Trinity College Dublin  
•  Background in HPC, relatively new to DH, 

Social Sciences, Cultural/Heritage space. 
•  Technical Lead for DRI infrastructure 



About DRI (http://www.dri.ie/) 

•  DRI is an interactive trusted digital repository for 
contemporary and historical, social and cultural data 
held by Irish institutions 

•  Exchequer funded; HEA PRTLI 5, €5.2M 
•  RIA (lead), NUIM, TCD, DIT, NUIG, NCAD 
•  Partners: academic, cultural, social, industry 
•  Duration - Sep 2011 – Sep 2015 



Challenges 

•  Many different domains 
•  TV/Radio, Social Sciences, Cultural/Heritage 
•  Ownership, Copyright, Intellectual Property and Data protection issues 

•  Distributed teams and experts in different domains  
•  No one can be an expert in every domain 
•  Words and Phrases can have very different 

meanings in different domains 
•  Starting with a Green field 

•  Try to re-use as much existing tech as possible 

•  OAIS is complex 



Approach Taken 

•  Getting the relevant people into same room 
•  Collaboratively writing specifications 

•  Define a Feature 
•  “In order to...”, “As a...”, “I want to...” 
•  Given... , When..., Then... 

•  Creation of a Domain Specific Language 
•  Collaboratively specify, implemented by the technical team. 

•  Avoided getting into technical details 

•  Agree on specifications written 
•  Engineers implement system and executable specs 
•  Demo to the stakeholder regularly 



Sample	  Feature	  



What we found to work well 

•  Have as few people as possible to decide on which 
metadata standards to use and enforce 

•  Ask for test/sample data early 
•  Be responsive with demoing to the stakeholders 

•  Carefully pick order of features 
•  Preferably ones that vertically cut as many layers as possible with as few 

dependencies as possible (depth first) 

•  Provide executable examples  
•  Sample code, data, docs 

•  Don’t get hung up on how things are implemented 
when talking to a stakeholder 



What we found to work well 

•  Continuous Testing, Integration and Deployment, 
Short feedback loops 

•  Re-use existing technology 
•  Hydra, OpenNebula, Ceph, Ansible, etc… 

•  Generating reusable test cases and specifications 
•  E.g. Testing commonly used components, simulating user clicks on a web 

interface, etc…  



What didn’t work well 

•  Communicating with our stakeholders on what’s 
possible and extracting information from 
stakeholders (our lack of experience) 

•  Overhead of maintaining executable specs can be 
high if you aren’t careful and controlled 

•  Planning for capacity (users don’t really know what 
they have or will have) 

•  Finding a reference site/system to benchmark 
ourselves against 

•  Estimating time needed, Sizing problems 



Current Architecture 



Current Architecture 



Going forward 

•  Continued discussions with stakeholders and 
refinement/development of features 

•  Refactor pilot system with sufia 
•  Working with DARIAH storage API 
•  Develop migration strategy 
•  Evaluation of storage systems 
•  Wider adoption of agile methodology and OAIS 
•  Become a Hydra Partner 
•  Dogfooding our own work until it works 



Technology Choices 

•  Cucumber (http://cukes.info/) 

•  Domain Specific Language and executable specs 

•  Project Hydra (http://projecthydra.org/) 

•  Blacklight (SOLR), Active Fedora (Fedora-Commons), Opinionated Metadata, 
Hydra Access Controls, Sufia (next iteration) 

•  Ceph (needs further evaluation) (http://ceph.com/) 

•  S3 interface, Remote Block Devices 

•  Ansible (Dev/Test/Prod) (http://www.ansibleworks.com/) 

•  Vagrant (Dev) (http://www.vagrantup.com/) 

•  Open Nebula (Test/Prod) (http://opennebula.org/) 

•   Originally FP7 Funded 



Q&A 


